
In fact, there are quite a few parallels between Northumbria and the South West: largely 
rural counties, with many small rivers that have a fast response, small communities at 
risk from these rivers.  

For a long time Northumbria’s small rivers were never considered for a flood warning 
service because they respond to rainfall in less than two hours.  It was just accepted that 
they would flood without a warning being issued.  However, new technologies and 
improved rainfall forecasts mean that this can no longer assumed to be the case.

In 2008, JBA looked at different methods for triggering flood warnings for small rivers in 
Northumbria – part of North East Region.  The preferred method was to use a 
forecasting model. 

Here we will present some quantitative statistics on how well such an approach can be 
expected to perform and a practical framework for its implementation. I have updated 
those statistics for this talk, to give a longer period of record – particularly for rainfall 
forecasts.  

Thank you to the National Hydrometric Team for providing the data.
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Driving this expansion of the flood warning system in Northumbria is a desire to extend 
coverage.  All of the larger rivers, with longer lead times and upstream river gauges, are 
now covered.  Extending coverage further to meet national targets means tackling 
smaller rivers where flood warning was previously though to be impractical.  Our study 
looked at several recently enmained watercourses to find out if there was a reliable way 
of triggering flood warnings for them.

A key constraint in all of this is economics.  There are many rivers, each with some risk.  
The dispersed nature of the problem causes problems – instrumenting all catchments 
would be expensive.
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This talk is in three parts.  The first explains some of the problems with triggering flood 
warnings in small, flashy rivers.  

The second part of the talk describes how a forecasting model may be used to trigger 
flood warnings.  I will concentrate on providing some hard statistical evidence on how 
well a forecasting model can be expected to perform using different levels of 
instrumentation and data inputs.  I’ll also touch on some ways that performance can be 
improved...

Lastly, demonstrating that a forecasting model can provide warnings isn’t the same as 
actually implementing it.  At the end of the talk I’ll briefly describe how NE Region is 
considering how to put these lessons into practice.

4



5



The most obvious issue with small rivers is the short lag between rain falling and a 
response in the river.  This leaves little time for decision making and dissemination.  The 
plot on this slide shows a response in the headwaters of the Irwell to a sharp summer 
rainfall event.  The river rises from baseflow conditions to a peak within just over an 
hour!

This means that 2 hour lead time forecasts can only be made on the basis of rainfall 
forecasts.

There are also hydrological problems associated with fast response.  The quicker a river 
responds, the more sensitive it is to instantaneous rainfall intensity.  
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Instantaneous rainfall intensity can vary quite a lot within a storm.  In larger catchments, 
spatial averaging and slower response damp out variability.  There is much less damping 
in small catchments, so a high 15 minute accumulation translates directly into a high 
flow rate at the outlet.

This slide shows a rainfall event over the River Irwell.  It illustrates how difficult it is to 
accurately capture instantaneous rainfall at this scale and time step.

If measuring rainfall is difficult, predicting it is even more so!  A small error in the 
geographical location of a predicted rainfall event can lead to it missing the catchment 
entirely.  This is something I address later in my analysis.

Furthermore, short term rainfall forecasts are primarily advective.  This means that the 
starting point for a forecast is a radar image of what is happening now.  If the rainfall is 
not on the image (e.g. A convective storm cell that has not developed) then it cannot be 
in the forecast.  The main type of rainfall likely to be missed is therefore short duration 
convective activity....  ...the very type of rainfall likely to have the most serious 
consequences in terms of flow.
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This slide illustrates the rainfall forecasting problem: It shows the catchment average 
rainfall totals in 1 hour accumulations for several events and locations, plotted against 
observations made at a TBR in the catchment.  The circles are the forecasts that were 
made for that hour, one hour before they happened (an advective forecast).  It can be 
seen that the higher intensity rainfall is missed almost entirely, due to geographical 
errors, timing errors in the forecast, or simply that it was a convective event that 
developed quickly.

IN FUTURE, these issues will be addressed by numerical weather prediction and 
ensembles.  However the required resolution is a long way off, so for the time being we 
are stuck with advective/coarse NWP and statistical modelling of these two (STEPS).
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Despite the problems with rainfall forecasts, a forecasting model is still the best hope of 
being able to predict threshold crossings.  Within NFFS, all sources of data may be 
integrated to give the best prediction of future conditions based on what is known now.

This slide shows an idealised forecasting system.  Observed rainfall is fed to the model 
where available, followed by rainfall radar and rainfall forecasts.  The model runs and 
observed flows are used to correct it in real time.  Flood warnings would then be issued 
if the forecast reached some preset level.

None of this is new.  However, we found few statistics on describing how well such a 
system might be able to predict threshold crossings.  The main thrust of our project was 
therefore to put the system to the test using some real data...
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We chose 9 catchments to analyse.  They were chosen because they had:

•Broadly similar characteristics to Northumbrian rivers (used catchment descriptors).  
Northumbrian radar coverage was historically poor and excluded catchments in that area

•A river gauge

•A rain gauge in, or very near, the catchment

•Good quality rainfall radar data

The analysis has only been updated for six of these...  Two in South West (around 
Cobbercombe Cross radar), the rest around Hameldon Hill radar.
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We began by calibrating a PDM rainfall runoff model for each catchment.  An alternative 
set of parameters was then obtained as if there was no calibration data for the 
catchment – these parameters were approximate.  The models were then run as if in the 
real NFFS for a range of scenarios and lead times.

Performance was then calculated over all of the events run for all of the catchments 
analysed.  For this presentation I’ll concentrate on threshold crossing performance, as 
measured by POD and FAR.  We tested two thresholds, a higher one (20 crossings) and a 
lower (10 crossings).  The testing period was typically 2003-2011.
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Our ‘best scenario’  is this one, with the telemetered rain gauge in the catchment and 
river levels available in real time at the outlet.
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We tested a scenario where there are no river levels available for error correction
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…And where none were available for calibration (i.e. the parameters were transferred)
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And another scenario where there was no telemetered rain gauge near the catchment 
(rainfall radar was applied instead).

We also tested a higher and lower threshold...
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All of our results will be presented in this format.  It shows probability of detection with 
increasing lead time on the left, false alarm rate on the right.  Results for each of the six 
models are plotted as grey lines.  The average is the heavy dashed line.  The shaded area 
encompasses the full range in results.

The Environment Agency’s target for POD is 0.7 and for FAR it is 0.3.  These are shown as 
blue dashed lines.  The blue box summarises the details of the scenario being shown.

I’ll now attempt to illustrate the impact of different scenarios on threshold crossing 
performance.  This is considered the ‘baseline’.  It uses a calibrated PDM model, 
observed rainfall into the future and error correction at the flow gauge.  In subsequent 
plots, the average from this baseline is presented as a heavy dashed cyan line.

Performance is reasonable with half the models exceeding the POD target at 2 hours.  
The average hovers around 0.7.  All models manage a FAR less than the target.
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This shows the same results but without error correction.  There is an impact on POD at 
short lead times, but the impact is greater on the FAR.
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Performance of the uncalibrated PDMs is much more variable.  As might be expected, 
some PDMs perform well, others do badly.  There are encouraging signs here that 
transferring parameters in an intelligent way could yeild reasonable results.
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With this scenario, rainfall radar has been used instead of observed.  The models 
perform worse with radar than a rain gauge.  POD is lower and FAR higher.  This confirms 
my own experience that it is very rare that rainfall radar outperforms a rain gauge, 
particularly if it is close to the catchment.
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Model results are very poor if no rainfall is applied beyond time now.  This illustrates 
why it is essential to feed a RR model something beyond the current observation.
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This plot represents an operational situation.  The model is being fed with the current 
NFFS rainfall hierarchy of NIMROD/STEPS to 6 hours and NWP beyond that.  The rainfall 
products have changed over the testing period (2003 onwards) but performance is 
unlikley to have changed dramatically at short lead times where rainfall forecasts are still 
mostly advective.

POD drops severely after just one hour.  This is not encouraging.  The reasons for poor 
advective rainfall forecasts were discussed earlier.
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POD and FAR are binary measures.  If we are prepared to accept some uncertainty in our 
model results, then we might introduce a tolerance for failure.  This would mean that if 
the model got within 200mm of an observed threshold crossing, it could be considered 
successful.  Likewise, if the model only exceeded the threshold by 200mm when the 
observed did not reach it, that event would not be considered a false alarm.  Accepting 
some uncertainty is essential if flood warnings are to be made available for small 
catchments....  An education issue.
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So, if we now bring things together a little...  This is our ‘best system’.  It assumes a rain 
gauge in the catchment and error correction at the outlet.  In this plot, we are predicting 
the higher threshold being crossed and have introduced a tolerance.  With this, on 
average, POD just about stays above the target to 2 hours, but still drops sharly 
afterwards.

Is this the best we can hope for?
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The main problem with the forecasting model is the rainfall forecast.  We considered 
ways of countering how events ‘miss’ the catchment.  One solution, tested here, is to 
take rainfall predictions from a wider area than the actual catchment and use the 
maximum observation.  We bufferred all of our small catchments by 3km, as shown in 
the image, and extracted the maximum rainfall at every time step.  This was substituted 
into the rainfall heirarchy...
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And this is the result.  POD is much improved while FAR is not much worse...  This is a 
definite improvement.  Average POD is at or above target even to long lead times, while 
average FAR is below target to 3 hours!  Compare this to the system that takes an 
average from the exact catchment...
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And finally, if the same principal is applied to the uncalibrated, non-error corrected 
model, this is the performance we found.  There is still wide variability, but average 
performance is surprisingly good.
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We designed a set of experiments to demonstrate the ability of a rainfall runoff model to 
make predictions of threshold crossings using different levels of data input.
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Showing that a forecasting model can work is one thing.  Finding a way to implement 
many of them as a flood warning tools is quite another.  Our main practical problem was 
knowing when to start forecasting...  ...However ERAs provide this trigger!  

In North East, the plan is as follows:

When an ERA is issued for NE, the FDO will start running an NFFS workflow containing all 
of the ‘small catchments’ at a short time interval  

Results will automatically go to the telemetry system.  

When a forecast crosses a results threshold, the FDO will liaise with the FWDO to decide 
on issuing a warning

The result is a simple, adoptable system that really could work!

There may need to be some additional management of expectations from the public as 
POD and FAR re: the tolerance...
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